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Abstract
Recently, vision-based Advanced Driver Assist Systems have
gained broad interest. In this work, we investigate free-space detection, for which we propose to employ a Fully Convolutional
Network (FCN). We show that this FCN can be trained in a selfsupervised manner and achieve similar results compared to training on manually annotated data, thereby reducing the need for
large manually annotated training sets. To this end, our selfsupervised training relies on a stereo-vision disparity system, to
automatically generate (weak) training labels for the color-based
FCN. Additionally, our self-supervised training facilitates online
training of the FCN instead of offline. Consequently, given that
the applied FCN is relatively small, the free-space analysis becomes highly adaptive to any traffic scene that the vehicle encounters. We have validated our algorithm using publicly available data and on a new challenging benchmark dataset that is released with this paper. Experiments show that the online training
boosts performance with 5% when compared to offline training,
both for Fmax and AP.

Introduction
In recent years, much research has been dedicated to developing vision-based Advanced Driver Assist Systems (ADAS).
These systems help drivers in controlling their vehicle by, for instance, warning against lane departure, hazardous obstacles in the
vehicle path or a too short distance to the preceding vehicle. As
these systems evolve with more advanced technology and higher
robustness, they are expected to increase traffic safety and comfort. A key component of ADAS is free-space detection, which
provides information about the surrounding drivable space. In
this work, we employ a Fully Convolutional Network (FCN) for
this task and explore online training in a self-supervised fashion,
to increase the robustness of the free-space detection system. Figure 1 provides a schematic overview of our proposed framework,
which will be described in detail in the ’Method’ section.
Neural nets with deep learning are becoming increasingly
successful and popular for image analysis. In the field of Intelligent Vehicles, many of the recent state-of-the-art algorithms
rely on neural nets, mostly on Convolutional Neural Nets (CNNs).
They excel in a wide variety of ADAS applications, such as stereo
disparity estimation [1], object detection for cars and pedestrians [2] and road estimation [3][4].
In literature, training a neural net typically requires many
data samples for proper convergence of the large amount of parameters and proper generalization of the classifier. Different
strategies are adopted throughout the field to handle this. In image recognition and object detection problems in natural environments, a common method is to start with a net that is trained on
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Schematic overview of our free-space detection method with

online self-supervised training. Detailed description in section ’Method’.

a large and generic dataset, in either a supervised [5] or unsupervised manner [6][7][8]. To apply it to a new task, one can remove
the last layer of the net, which provides class confidences, and
train a new one for the problem at hand. This exploits the observation that these pre-trained nets are a compact and yet rich
representation of the images in general, since they are trained extensively on a broad visual dataset [9][10][11]. An extension of
this concept is not just retraining the last classification layer of
a pre-trained net, but to also fine-tune a larger part or even the
complete net with task-specific data [7][12][13][14].
Scene labeling, in contrast to scene or object recognition,
requires a per-pixel classification. Several strategies have been
developed to go from global object detection to fine-grained segmentation, such as classification of sliding windows [15] or image region proposals [13], multi-scale CNNs combined with superpixels [16], or recurrent CNN architectures, which are a compact, efficient version of a multi-scale approach [17]. Recently,
Fully Convolutional Networks (FCNs), have been employed for
pixel-level segmentation [18][19]. FCNs have several attractive
properties in comparison to the aforementioned methods for scene
parsing. For example, FCNs have no constraints on the size of
their input data and execute inference in a single pass efficiently
per image, instead of a single pass per superpixel, window or region [18]. Consequently, they do not require concepts like superpixel, region or multi-scale pre- or post-processing [18]. In the
field of image segmentation, an additional interesting approach of
training is weak supervision, where a limited set of related annotations are exploited for training. For example, the authors of [20]
train CNNs for pixel-level segmentation on image-level labels,
since labels for the latter are more abundant than for the former.
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Even though weakly- or unsupervised training methods of
CNNs are improving, they are currently still outperformed by
fully supervised methods [8][20]. Together with the fact that
creating large amounts of pixel-accurate training labels is inherently much work, we propose a middle-way in this paper: selfsupervised training. If training labels can be generated automatically, the amount of supervised training data available becomes
practically unlimited. However, this leads to a paradox, since it
requires an algorithm that can generate the labeling, which is exactly the issue that needs to be solved. Therefore, we propose
to rely on an algorithm based on traditional (non-deep learning)
computer vision methods. This algorithm needs not to be perfect
but at least sufficiently good to generate weak training labels. The
goal is then that the FCN, trained with these weak labels, outperforms the traditional algorithm.
For next-generation ADAS, stereo cameras and multi-view
cameras are an increasingly used sensor configuration. Stereo
cameras provide insight into the geometry of the scene by means
of the stereo disparity signal, which is valuable information for
free-space detection. A state-of-the-art algorithm to distinguish
free space and obstacles is the Disparity Stixel World [21]. It performs very well under favourable lighting conditions where the
stereo estimation works reliably, but the algorithm is shown to
have trouble under adverse conditions such as dim or very bright
light [22][23][24]. We will use this algorithm to generate freespace masks and exploit these as weak training labels. We will
rely on the generalization power of FCNs to deal with the errors
in the weak labeling. In essence, we use a stixel-based disparity vision system to train a pixel-accurate free-space segmentation system, based on an FCN, and refer to this as self-supervised
training.
As a further contribution, our proposed self-supervised training is enhanced by combining it with the aforementioned strategies of task-specific fine-tuning of neural nets. Since traffic
scenes come in a wide variety (urban versus rural, highway versus city-center), with varying imaging conditions (good versus
bad weather, day versus night), ADAS have to be both flexible
and robust. A potential strategy is to train many different classifiers and to select the one that is most relevant at the moment (for
instance, based on time and geographical location), or train a complex single classifier to handle all cases. In contrast, we show in
this paper that it is feasible to fine-tune a relatively simple, single
classifier in an online fashion. This is obtained by using the same
self-supervised strategy as for offline learning, namely, based on
generally correct segmentation by the disparity Stixel World. This
results in automatically improved robustness of the free-space detection, as the algorithm is adapted while driving. Although our
system does not yet operates in real-time, we deem this to be feasible in the near future, as the Stixel World system can execute in
real-time and our FCN is relatively small, which allows for both
fast training and fast inference.
Considering the overall approach, our work is also related
to [25], where automatically generated labels are exploited to train
a CNN for road detection, which is applied as a sliding-window
classifier. They also have an online component, which analyzes a
small rectangular area at the bottom of the image (assumed road)
and calculates a color transform to boost the uniformity of road
appearance. The results of offline and online classifications are
combined with Bayesian fusion. Our proposed work differs in
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several key points. Firstly, we do not need to assume that the bottom part of a image is road in the online training step, which is
often an invalid assumption in stop-and-go traffic, since we exploit the stereo disparity as an additional signal. Secondly, their
offline and online method is a hybrid combination of supervised
and hand-crafted features, whereas our method can be trained and
tuned in a fully end-to-end fashion, using a single FCN, while
avoiding an additional fusion step. Thirdly, we do not require a
sliding window in our inference step, since we use an FCN and
not a CNN.
The remainder of this paper is structured as follows. Our
self-supervised and online training strategies are described in
more detail in section ’Method’. Our validation procedures are
provided in section ’Experiments and Data’, with a corresponding ’Results’ section. Finally, our research findings are briefly
summarized in the ’Conclusions’ section.

Method
In the following sections we will first explain the baseline
FCN algorithm for image segmentation. After this, we will introduce our self-supervised and the corresponding online training
strategies of the FCN in more detail.

Fully Convolutional Network (FCN)
The color-based segmentation algorithm used as a basis of
our work is an FCN [18]. An FCN is a Convolutional Neural
Network, where all fully connected layers are replaced by their
equivalent convolutional counterparts. This adaptation transforms
the net into a deep filter that preserves spatial information, since
it only consists of filtering layers that are invariant to translation.
Therefore, an FCN can process inputs of any size [18]. A challenge with this approach is that FCNs also typically contain several subsampling layers, so that the final output is smaller or of
coarser resolution than the input image. To address this issue, the
authors of [18] introduce skip-layers that exploit early processing
layers, which have a higher resolution, to refine the coarse results
in the final layer. In this way, the output resolution matches that
of the input for pixel-level labeling.
For our experimentation, we have relied on the CN24 framework as described in [4]. Its extension to Fully Convolutional
Networks is shortly introduced in [19]. Provided that the context
(road detection) and data (images captured from within a vehicle [26]) are comparable to our research, we adopt their network
architecture and their recommendations about the optimal training strategy. The network consists of several convolutional, max
pooling and non-linear layers: Conv (7 × 7 × 12); MaxP (2 × 2);
ReLU; Conv (5 × 5 × 6); ReLU; Full (48×); ReLU; Full (192×) +
spatial prior; ReLU; Full (1×) + tanh. The fully connected layers
are interpreted and executed as convolutional layers by the CN24
library. The special feature of this network is the spatial prior,
which is trained in the learning process as an integral part of the
net, using the normalized positions of training patches. This spatial prior exploits the spatial bias that is certainly present in road or
free-space segmentation in traffic scenes. We employ the recommended settings for training, based on image patches and without
using dropout.
Note that our current work is not meant to offer an exhaustive
test on optimizing the network architecture or the hyper parameters of the training process. We acknowledge the fact that our
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results may be improved by investigating that more properly, but
the focus in this paper is to show the feasibility of self-supervised
training and the additional benefits of our proposed online tuning
in the context of free-space segmentation.

Self-Supervised Training
Self-supervised training requires an algorithm that generates
(weak) training labels. The training label generation algorithm
is chosen to be an independent algorithm, which exploits an additional signal modality, namely stereo disparity. This disparitybased algorithm generates masks that indicate drivable surface.
As these masks are estimates themselves and are not perfect, we
say they represent weak training labels. The reason to use a different modality (disparity) as basis for the weak training labeling
than the modality (color) that is analyzed by the FCN, is to increase the chance that the trained algorithm can correct unavoidable errors in the weak labels, instead of stepping into the same
pitfalls in difficult situations.
Stereo disparity is an attractive modality, since it is computationally inexpensive and yet provides relevant information in the
context of free-space detection. We propose to analyze the disparity signal with the disparity Stixel World algorithm. This is
a probabilistic framework that segments traffic scenes into vertically stacked, rectangular patches that are labeled as either ground
or obstacle. The regularization within the Stixel World algorithm
is mostly a-priori designed, exploiting the fact that disparity measurements facilitate metric/real-world reasoning, such as metric
margins and gravity assumptions. By simplifying the representation of a scene into piecewise planar segments (flat for ground
and fronto-parallel for obstacles), the segmentation can be formulated as a MAP estimation problem and can be solved efficiently using Dynamic Programming over columns with disparity
measurements. The algorithm is highly parallel and can be executed in real-time [21]. In our system, we adopt the improvements to the disparity Stixel World algorithm mentioned in [23]
(tuned transition probabilities, dynamic ground-plane expectation
modeling and assuming a ground region below the image’s field
of view). The disparity-based ground and obstacle masks subsequently serve as the weak labels for the corresponding color
image in our self-supervised training process.
Since this process can run automatically, we can generate
(weak) labels for many frames. This facilitates training on images for which manual annotation is not available, so that we can
enlarge the training set without much effort. Since many related
deep-learning experiments have shown that training on more data
can be beneficial (as discussed in the ’Introduction’ section), we
also experiment with self-supervised training on on an increased
amount of frames. The challenge is that the generated weak labels
will contain errors, as illustrated in Figure 2, potentially hampering the training process. We rely on the generalization power of
the FCN training process to deal with these inconsistencies in the
labeling, which we can validate by comparing the results of our
self-supervised training with the results of training on manually
annotated frames.

ploited to construct a color model of ground and obstacle regions.
The color model is exploited to segment a new frame in the sequence with their color Stixel World algorithm. The color model
they apply is a simple histogram over the predominant colors in
an optimized, compact color space. In the process of generating
the histogram, pixels are weighted with their real-world surface
to balance image regions nearby and far away from the camera.
With the histograms, class posteriors are generated using Bayes
rule, which are subsequently applied in the MAP estimation of
the color Stixel World [24]. Additional experiments over different color spaces showed that no single space is optimal for all
frames [27]. In other words, their color representation can be potentially improved by adapting it better to the imaging circumstances. Building further upon that observation, we propose to
apply end-to-end learning in this work to exploit an FCN training
algorithm for finding the representation of the image that is most
relevant in the current situation.
A schematic overview of our experimental framework for
free-space detection is shown in Figure 1. We train an FCN from
scratch (with random initialization), or start with one of the offline
trained models and tune the entire model with online data. By
comparing these online strategies with results from solely offline
training, we show the importance and added value of adapting the
classifier online to the changing environment. If this adaptation
can be realized in a reliable and realistic way, our free-space detection system improves without putting extra effort and computational power into training and executing a larger, more advanced
FCN. By limiting the complexity of our system, real-time execution in a driving car becomes feasible in the near future.

Experiments and Data
We discuss our experimental setup and data in the following
subsections; firstly, the key experiment of comparing supervised
and self-supervised learning of the FCN and secondly the comparison of online versus offline training. As a reference with general 3D modeling methods that do not rely on deep learning, we
also compare against both the disparity and the color Stixel World
methods.

Experiment 1: Supervised versus Self-Supervised
Training
To validate the feasibility of our self-supervised training
method, we compare three FCNs that have an equal architecture
but are trained with different data. The first model, FCNoff,man is
trained offline on manually annotated labels, as a reference result
for offline, supervised training. The second model, FCNoff,self is
trained offline on the same frames as FCNoff,man , but now using automatically generated weak labels instead of the manual
version. This model serves as a demonstration of offline, selfsupervised training. Thirdly, we train a model in a self-supervised
fashion on all available frames in the dataset, including frames
for which no manual labels are provided (FCNoff,self-all ). This experiment tests the added value of training on additional data in
our framework, which is realized efficiently because of the initial
choice of fully self-supervised training.

Online Training
For online training, we adopt the training strategies as introduced in [24]. In that work, the stereo-disparity signal is analyzed
for several frames, and the resulting segmentation labels are ex-
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Experiment 2: Offline versus Online Training
We perform two key experiments to test the benefits of online training for our FCN-based free-space detection and compare
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Figure 2.

Illustrating challenges in our self-supervised training: RGB images (taken under adverse but realistic circumstances), their disparity estimates and

the stixel-based ground masks (all with ground-truth reference). Errors in the disparity lead to imperfect masks, so that these should be considered a weak
labeling. The preview of our results (last column) shows that we can deal with the errors to a large extent.

this to the offline experiments of Section ’Experiment 1: Supervised versus Self-Supervised Training’. Similar to Experiment 1,
we train on different data while the architecture of our FCN is kept
identical. Firstly, we train an FCN from scratch (with random initialization) on the weakly labeled preceding frames of each test
frame, resulting in an FCNonl,scr for each test sequence. Additionally, we validate the benefits of online tuning. To this end,
we initialize the net of each training sequence with one of the offline trained models (trained on either manual or self-supervised
labels), resulting in an FCNonl,tun-man and FCNonl,tun-self for each
test sequence. Note that the labels for the online training itself
are always self-supervised, since the preceding frames of each sequence are not manually annotated.
Additionally, we perform an experiment to further analyze
our online training method. Specifically, we show the power and
benefit of ’over-tuning’ for our framework. To this end, we test
the online trained FCNs on test frames of different sequences than
on which they were trained. By doing so, we can investigate the
extent to which the online trained FCNs are tuned to their specific
sequence. If the FCNs are over-tuned, we expect them to perform well if the training sequence and the test frame are aligned,
but simultaneously expect them to perform poorly when they are
misaligned. To validate this, we conduct three different misalignment experiments: (1) shift one training sequence ahead, (2) shift
one training sequence back, and (3) randomly permutate all training sequences. Note that our data sequences are ordered in time,
therefore, there can still be correlation between training sequences
and test frames when shifting back or forth a single training sequence. We reduce this correlation as much as possible by randomly permutating all training sequences.

Dataset
We utilize the publicly available data from Sanberg et
al. [23][24] as the training set for our offline training of the FCN.
Combined, the data consists of 188 frames with manual annotations of free space. Additionally, the 10 preceding frames of
each annotated frame are available, albeit without annotations.
For our test set, we employ newly annotated data that is captured in a similar configuration and context as in [23][24]. The
test set is released publicly with this work1 and consists of 265
1 available

via www.willemsanberg.net/datasets
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hand-annotated frames of urban and highway traffic scenes, both
under good and adverse imaging conditions. There is a large variety in scenes, covering crowded city centers, small streets, large
road crossings, road-repair sites, parking lots, roundabouts, highway ramps/exits, and overpasses. To facilitate the online learning process, the 10 preceding frames of each annotated frame are
provided as well (without manual labeling). The RGB frames are
captured with a Bumblebee2 stereo camera from behind the windshield of a car. Both raw and rectified frames are available, as
are our disparity images. These were estimated using OpenCV’s
Semi-Global Block-Matcher algorithm with the same settings as
used in [24]. To the best of our knowledge at the time of writing, these publicly available and annotated datasets are unique in
the aspects that they (1) readily provide preceding frames that are
required to perform and evaluate online learning, and (2) consist
of color stereo frames that facilitate our self-supervised training
methods.

Results
Figure 3 shows qualitative results of our experiments. The
first column contains the input color image (with free-space
ground-truth annotation), and the second column the results of
the disparity Stixel World baseline. The third and fourth column
show results of our offline and online FCN-based methods, respectively. In the top three images, the offline-trained FCN detects less false obstacles than the Stixel World baseline. However,
it performs worse in several important cases: it misses obstacles
(such as the poles in the fourth row, the cyclist in the fifth row)
and also classifies a canal as drivable (sixth row). In contrast,
all-but-one images show that our online trained FCN outperforms
both the Stixel World baseline and the offline training strategy. It
segments the scene with raindrops on the car windscreen robustly,
while the other results are also more accurate. The image in the
fourth row shows an erroneous case: the online trained FCN does
not detect the concrete poles, although they are present in the obstacle mask of the Stixel World algorithm.
For a more in-depth analysis, we also provide quantitative
results. We adopt the pixel metrics as employed for the KITTI
dataset [26], which are shortly described here for completeness.
We calculate Recall, Precision and the F-measure (the harmonic
mean of Recall and Precision) in a Birds-Eye-View projection
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Figure 3.

Qualitative results on the frames shown in the leftmost column with hand-annotated freespace boundary. In the next columns, from left to right:

Disparity Stixel World baseline; our FCN result with offline training on manual labels; our FCN result with online tuning. Colors indicate the freespace detections
true positives (green), false negatives (blue) and false positives (red). Best viewed in color.

(BEV) of the image. Additionally, since our FCNs provide confidence maps, the maps need to be thresholded before they can be
compared to the ground-truth annotation. To this end, we select
the threshold that maximizes the F-measure, giving Fmax . The
metric Fmax is an indication of the optimal performance of the
algorithm. To provide a balanced view, we also calculate the Average Precision AP, which captures the Precision score over the
full range of Recall.
The Recall-Precision curves of our main experiments are
shown in Figure 4, where the left graph shows the full range and
the right graph provides an enlarged view of the top-right region
(closest to the optimal point). For offline learning, the results of
supervised (manual labels) and self-supervised (disparity-based
labels) are nearly identical. This confirms the feasibility of selfsupervised learning, as relying on weak labels does not hamper
the performance of our system. Self-supervised training on more
data did not lead to a clear improvement of the results in our experiments, as illustrated by the graph. This may show that our
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network is too small to exploit the additional data, or that the
correlation within the new samples is too high to be informative.
Considering our online training strategies, Figure 4 clearly shows
that these outperform the offline training over the full range of
Recall, thereby confirming the qualitative results of Figure 3.
The trends of our quantitative results over the number of
training iterations are shown in Figure 5. The training converges
after 5,000 to 10,000 iterations and the visible trends are consistent with the ROC curves in Figure 4: offline training is outperformed by online training and online tuning performs slightly
but consistently better than online training from scratch. An important conclusion of the experiments is that the contribution of
online-tuned training is most significant in the speed of convergence, and less relevant for the final result after convergence.
More specifically, the models for which we apply tuning outperform offline methods and the baseline already after 100 iterations
of training (which takes less than half a second on a GeForce
GTX970 graphics card), whereas models trained from scratch
IS&T International Symposium on Electronic Imaging 2017
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Figure 4. ROC curves of our experiments after 10,000 training iterations. This figure is best viewed in color.

need at least 500 iterations to match the offline FCN and more
than 2000 to exceed the Stixel World algorithm. Figure 6 illustrates how the confidence masks of these two methods converge.
Additionally, we have conducted two different experiments
on the robustness of our online tuning strategy. Firstly, we have
tested the drop in performance as a function of the delay between
the frames on which the online tuning is performed and the frame
under analysis. The left graph in Figure 7 shows that the score
drops only about 2% with a delay of 2.5 seconds. Secondly, we
validated the influence of the number of FCN layers that are tuned
online on the free-space detection result. Our net has 5 layers with
parameters, so we compared tuning all layers (regular online tuning) to tuning only the last 4, 3, 2 or 1 layers. Keeping all layers
static is the offline training reference. The right graph in Figure 7
shows that tuning only the final layer provides results within 1.5%
of the full tuning approach. Both experiments provide tradeoffs
between tuning time and performance quality.
The results of the misalignment of the training sequences and
the test frames with the online-trained FCNs are provided in Table 1. It is clear that the misalignment has a negative impact on
the performance of the online training approach, as was to be expected. The scores drop even below that of the models that are
trained offline, also for the FCNs that were initialized with offline
pre-trained nets. As the online FCNs outperform all other methods when their training sequence and test frame are aligned, this
validates our claim that the online training is giving the system
flexibility to adapt to new circumstances, and that over-tuning can
be exploited beneficially in the context of free-space detection for
ADAS.

Conclusions
We have shown that Fully Convolutional Networks can be
trained end-to-end in a self-supervised fashion in the context of
free-space segmentation for ADAS. The segmentation results are
similar to a conventional supervised strategy that relies on manually annotated training samples. We expect that this result can be
IS&T International Symposium on Electronic Imaging 2017
Autonomous Vehicles and Machines 2017

generalized to different end-to-end training algorithms, reducing
the need for large amounts of manually labeled data. Furthermore,
we have extended this result to show that it facilitates online training of a segmentation algorithm. Consequently, the free-space
analysis is highly adaptive to any traffic scene that the vehicle
encounters. Experiments show that the online training boosts performance with 5% when compared to offline training, both for
Fmax and AP. In conclusion, we exploit the fact that our adaptive
strategy is not required to generalize to a large amount of traffic scenes with a single detector. Hence, the detector can -and
should- be ’over-tuned’ on currently relevant data. In turn, this
allows for a small FCN whose training converges fast enough to
make real-time deployment feasible in the near future.
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