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Abstract— This work provides a feasibility study on estimating the 3-D locations of several thousand miniaturized freefloating sensor platforms. The localization is performed on
basis of sparse ultrasound range measurements between sensor
platforms and without the use of beacons.
We show that this task can be viewed as a specific type
of pose graph optimization. The main challenge is robustly
estimating an initial pose graph, that models the locations of
sensor platforms. For this, we introduce a novel graph growing
strategy that uses random sample consensus in alternation with
non-linear refinement.
The theoretical properties of our sensor cloud localization
method are analyzed and its robustness is investigated using
simulations. These simulations are based on inlier-outlier measurement models and focus on the application of subterranean
3-D mapping of liquid environments, such as pipe infrastructures and oil wells.

I. I NTRODUCTION
Advances in electronics manufacturing allow for low-cost
mass-produced miniaturized sensor platforms. Such sensor
platforms can be deployed in large quantities, i.e. several
thousand, thereby forming what we call sensor clouds.
The main contribution of this work is that we introduce a
novel robust method to estimate the 3-D locations of sensor
platforms in such sensor clouds. Our localization method is
designed for specific applications that are related to 3-D mapping of subsurface difficult-to-access liquid environments.
Such applications include pipe infrastructure mapping and
oil well mapping, which both have high industrial relevance.
Most of such subterranean applications do not allow
obtaining the locations of sensor platforms on basis of
beacons (e.g. GPS satellites, WIFI routers, or GSM pylons),
either with or without a priori known locations. Our method
therefore estimates the 3-D sensor platform locations solely
from direction-free range measurements, i.e. range-only measurements, between sensor-platforms. It does not rely on
beacons, anchor nodes, or any other form of a priori known
3-D information. The sensor platforms that we consider in
this work are also not equipped with motion sensors (e.g. an
inertial measurement unit) that can aid in localization nor
are they equipped with propulsion mechanisms. As we target
liquid environments, we use ultrasound time-of-flight ranging
techniques and the identification (ID) of sensor platforms
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is coded in the ultrasound signal, to distinguish signals of
different sensor platforms.
The hardware development of the miniaturized sensor
platforms is performed in parallel to the work presented
here. The focus of our hardware development is on miniaturized ultrasound transducers and on related signal processing
methods, such as multiplexing and modulation. Preliminary
results of these efforts are reported in [3] and an image
of our non-miniaturized sensor platform prototype is depicted in Fig. 1. The final targeted miniaturization of the
sensor platforms is in the order of sub-centimeter, hence
their sensing, computation and communication capabilities
will be limited. These aspects, and the fact that we do
not use a priori known 3-D information, makes our work
different from traditional range-only robot SLAM [1], [2],
[6], [7], [10], [13] and also different from cooperative or
distributed localization [9], [11], [14]. Reaching the targeted
levels of miniaturization requires using mixed-signal MEMSbased and ASIC-based development processes. As the nonrecurring costs of such development processes are significant,
this work focuses on determining under which levels of
measurement accuracy our 3-D sensor cloud localization
approach is feasible. When these levels are determined,
appropriate ultrasound transducers, multiplexing techniques,
and modulation techniques can be developed in future work.
There are many scenarios on how sensor clouds can be
deployed. In this work we limit ourselves to loopless liquid
environments with a flow that starts from 1 entry point
and ends in 1 exit point. The sensor platforms, which have
clocks that are synchronized before deployment, are gradually injected into the entry point. On a single time step after
the start of injection, all sensor platforms simultaneously
perform ultrasound range-only measurements. Due to the
environment and the limitations of miniaturized ultrasound
hardware, these measurements are sparse, i.e. each sensor
platform can only measure the range to a fraction of all other
sensor platforms. The measurements are temporally stored on
the sensor platforms themselves and are collected centrally,
after the sensor platforms have been retrieved at the exit
points. Subsequently, our localization algorithm estimates
the 3-D locations of the collected sensor platforms, which
provides the shape of the sensor cloud. Under the assumption
that sensor platforms are sufficiently spatially distributed, this
also provides a map of the environment. Auxiliary sensor
data, e.g. temperature, salinity, acidity, and conductivity, can
be visualized in this 3-D map.
In Sec. II, we describe the relation between possible timeof-flight ranging and identification techniques with transducer hardware and signal processing design. This puts
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Fig. 1.
One of the five non-miniaturized prototype sensor platforms
designed and developed by INCAS3 to research omni-directional ultrasound
ranging and communication techniques.

forward the inlier-outlier measurement models that are used
for our experiments. Our novel sensor cloud localization algorithm is described with detail in Sec. III and it is evaluated
using realistic simulations in Sec. IV. The findings of these
simulations are discussed in Sec. V and our conclusions are
provided in Sec. VI.
II. S ENSOR C LOUD D ESIGN
In this section, we discuss certain design choices that need
to be addressed during our future hardware development of
miniaturized sensor platforms. These design choices bring
forward certain physical and probabilistic properties of the
localization task, for which inlier-outlier measurement models are provided here. In our simulations, which are presented
in Sec. IV, we use these models to gain understanding of
the critical aspects of miniaturized sensor platform design.
For simplicity, the sensors are assumed to be immersed in a
homogeneous medium.
A. Range measurement errors
The de facto standard for performing short-range measurements in liquid environments is using ultrasound timeof-flight (TOF) techniques. For our application, range measurements between sensor platforms need to be performed
such that sensor platforms can be identified, i.e. we require
identifiable range measurements. Without this, our graph
optimizer of Sec. III cannot relate edges to nodes. Standard
reflection-based time-of-flight techniques can therefore not
be applied.
When assuming that an ultrasound signal contains information on the IDs of sensor platforms, we currently identify
two rudimentary range measurement protocols:
1) Synchronized one-way TOF: In this protocol the clocks
of sensor platforms are assumed to be actively synchronized
during deployment. The time of sending a signal is stored at
the sender side. The sensor platforms that receive this signal,
store the ID that is contained in the signal together with the
time of receiving the signal. Once the sensor platforms are
collected centrally, the distance between sensor platforms can
be estimated from the time of sending, the time of receiving,
and the assumed speed of the ultrasound signal through the
medium.

2) Unsynchronized round-trip TOF: In this protocol the
clocks of sensor platforms are only synchronized before
deployment. Their clocks will therefore drift with respect
to each other during operation. In this protocol a sensor
platform sends out an ultrasound signal and records its time
of sending. A receiving sensor platform replies with a signal
that contains the original ID of the sender and its own ID.
Only the sensor platform with a matching sender ID stores
the time of receiving the reply signal. The distance between
sensor platforms can then be calculated, by assuming an
a priori known processing delay time at the receiver side
and assuming no significant motion between transmitter and
receiver within the communication time.
In both protocols the uncertainty in distance measurements
can be modeled similarly. We denote the true distance
between sensor platforms with d̄ and the true speed of the
ultrasound signal through the medium with v̄. The true timeof-flight of the signal through the medium is then d̄v̄ . In reality
this quantity can only be measured up to a certain level of
certainty. We model this by adding a random perturbation Nt
drawn from a Gaussian distribution. This gives us d̄v̄ + Nt as
a model for the measured time-of-flight.
It can be multiplied with the speed of the ultrasound signal
through the medium to obtain a distance measurements. This
speed is however also only known up to a certain level of
certainty. We model the assumed speed therefore as v =
v̄ + Nv , where Nv is again a random perturbation drawn
from a Gaussian distribution.
This gives us the following model for range measurements
d=(

d̄
+ Nt )(v̄ + Nv ).
v̄

(1)

Expanding this gives
d

=

d̄
v̄ v̄

+ d̄v̄ Nv + Nt v̄ + Nt Nv
(2)

= d̄ +

d̄ Nv̄v

+ Nt v̄ + Nt Nv .

We observe that Nv̄v is a unit-less multiplicative Gaussian
noise component, that Nt is an additive Gaussian noise
component, and that Nt Nv is a non-Gaussian noise component. Because both Nv and Nt are typically small, we can
ignore the component Nt Nv . This gives us the following
measurement error model
d

= d̄ + d̄Nm + Na ,

(3)

with Nm and Na being perturbations from the zero-mean
2
Gaussian distributions N (0, σm
) and N (0, σa2 ) respectively.
The probability of a distance measurement d, under the
assumption that it was made between two sensor platforms
with a true distance d̄ from each other, is then
p(d | d̄) = p

1
2 + σ 2 )2π
(d̄2 σm
a

e

− 21

(d−d̄)2
2 +σ 2 )
(d̄2 σm
a

.

(4)

So far, we have only considered the situation that considers
a direct path between sending and receiving sensor platforms.
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In realistic circumstances we also have to deal with nondirect signal paths, due to occlusions and multi-path. This
gives rise to significant non-Gaussian outlier measurement
noise. We model these outliers with perturbations U drawn
from a uniform distribution. The ratio between inlier and
outlier range measurements is determined by B ∈ {0, 1},
which is drawn from a Bernoulli distribution. This brings us
to the following inlier-outlier range measurement model
dī,j̄

= d̄ī,j̄ + d̄ī,j̄ Nm + Na + BU,

(5)

where we now also include the IDs ī and j̄ of the sender
and receiver sensor platforms respectively.
B. Identification errors
As was mentioned before, it is crucial for our graph-based
optimization approach that the IDs of sensor platforms are
transmitted together with the ultrasound signals used for
ranging. The ability to do this correctly, largely depends
on the complexity of the multiplexing and modulation techniques being used and this complexity is limited by the
hardware of the miniaturized sensor platforms.
Consider for example our preliminary design in [3] that
uses standard ultrasound transducers, frequency division
multiplexing, no modulation, and no-synchronization. In this
case the ultrasound signal consist of a single pulse and the
frequency of its carrier signal represents the ID of the sensor
platform. This approach, while being relatively easy to implement in hardware, severely restricts the number of unique
IDs that can be communicated. We are then in a situation
that many sensor platforms communicate under the same
ID, which requires solving a fairly complex combinatorial
optimization task of relating a set of communication IDs
to a significantly larger set of unique sensor platform IDs.
While for a small number of sensor platforms this task can
be solved by using geometrical heuristics, for large numbers
it might be intractable.
For our future hardware developments we therefore foresee a trade-off that needs to be made between the complexity of sensor platform hardware and the error rate in
communicated IDs. Hence, it is important to investigate how
robust our localization algorithm is to incorrect IDs of range
measurements.
Measurements with incorrect IDs can be seen as a special
type of outliers, which we model with
dk,l =


 dī,j̄

,when

I=1

 d
q,r

,when

I = 0.

(6)

Here dī,j̄ is a range measurement with correct IDs that is
modeled according to Eq. 5 (note that dī,j̄ can still be an
outlier, due to outlier range measurement noise U). The range
measurement dq,r has similar distance as dī,j̄ , but now with
IDs q, r of which only one is incorrect (depending on the
ranging strategy either the sender ID or the receiver ID is
always known). The incorrect ID is uniformly drawn from
the set of all unique sensor platform IDs minus ī and j̄. The
ratio between measurements with correct IDs and incorrect

Fig. 2. Conceptual illustration of range-only beacon-free sensor cloud
localization. The seed sensor platforms, that define the coordinate system
for the reconstruction, are depicted by the orange sensor platforms. All other
senor platforms are depicted in blue. Sensor platforms are modeled as nodes
in a pose graph and the range-only measurements between sensor platforms,
depicted by the black lines, are the edges in the pose graph.

IDs is determined by I ∈ {0, 1} drawn from a Bernoulli
distribution.
Equation 6 provides our simulated measurements dk,l with
realistic noise that includes multiplicative Gaussian noise,
additive Gaussian noise, and two independent types of outlier
noise, i.e. range measurement outliers and identification outliers. In our experiments of Sec. IV, the parameters defining
these noise models are varied, to investigate the robustness
and accuracy of our localization algorithm.
III. S ENSOR CLOUD LOCALIZATION
In this section, we describe our novel RANdom SAmple
Concensus (RANSAC)-based pose-graph localization algorithm for massive sensor clouds.
The input to this algorithm is a set of range-only measurements E. Each range-only measurement dk,l in this set
contains the ID of the sending sensor platform k, the unique
ID of the receiving sensor platform l, and the estimated
distance between these two sensor platforms d. The task is to
estimate the 3-D locations of all sensor platforms s1 , ..., sn
solely from this set E of range-only measurements.
This task can be viewed as a particular form of pose graph
optimization, in which the location of the sensor platforms
are the nodes in the graph and the range-only measurements
are its edges. This is conceptually illustrated in Fig. 2.
It is well known that Newton-type optimization methods provide maximum likelihood solutions for pose graph
optimization tasks [5]. The pre-requisite is that a robust
initial estimate must be estimated before such non-linear
iterative optimizers can be applied. The key is to distinguish
inlier and outlier measurements as early as possible and to
discard outliers from pose graph optimization. This is particularly challenging when localizing several thousand sensor
platforms from range-only measurements, it is therefore an
important contribution of this work.
The conceptual working of our RANSAC-based posegraph localization algorithm is provided in Algo. 1. Each
step in this algorithm is addressed in detail below.
A. Pre-processing
As with many robust estimation tasks, pre-processing on
basis of measurement consistency can discard a significant
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Algorithm 1 Range-only sensor cloud localization
- Perform range measurement pre-processing (Sec. III-A)
- Create seed from 4 sensor platforms (Sec. III-B)
while unreconstructed sensor platforms left do
- Select a sensor platform that observes at least 4 reconstructed sensor
platforms
- Perform RANSAC for this sensor platform (Sec. III-C)
if sufficient percentage of inlier measurements then
- Add sensor platform to the pose graph
end if
if 10 sensor platforms have been added to the pose graph then
- Run the global and robust non-linear iterative optimizer (Sec. IIID)
end if
end while

portion of outlier measurements.
The first consistency check that we apply is to enforce twoway measurements, i.e. if sensor platform k has observed
sensor platform l, then sensor platform l must also have
observed sensor platform k. If this is not the case, then the
measurement between k and l is discarded.
The second consistency check is to put a threshold on the
difference between the range measurement from k to l and
the range measurement from l to k. For this, we first perform
the optimal fusion between the two distance measurement
dk,l and dl,k . Under the probabilistic model of Eq. 4, this
can simply be performed with fk,l = 12 (dk,l + dl,k ). A
probabilistic threshold for the difference between dk,l and
dl,k is then given by
1
2
2
(dk,l − dl,k )2 < α(fk,l
σm
+ σa2 ),
(7)
2
where α expresses an appropriate confidence level. In this
work, α is set to 4 for all experiments. If this inequality is
not satisfied, both measurements dk,l and dl,k are discarded.
The third consistency check that we apply is discarding all
measurements of all sensor platforms that observe less than
4 other sensor platforms, as they have to few measurements
to be able to be reconstructed.
B. Seed selection and basis creation
An important aspect of our range-only beacon-free localization approach is that there is a priori no geometrical
basis in which the locations of sensor platforms can be
expressed. This basis has to be defined from the range-only
measurements themselves.
It takes 4 sensor platforms to define a 3-D Euclidean basis,
1 for the origin and 3 for each axis. We call these 4 sensor
platforms the seed. It is important that the seed has maximum
potential connectivity to other sensor platforms. Therefore,
we search for 4 sensor platforms that observe each other and
that have the highest number of observations to other sensor
platforms.
From these 4 sensor platforms, we take the first and
define it as the origin s1 = (0, 0, 0)> . The second sensor
platform is assigned to the position s2 = (f1,2 , 0, 0)> . The
third sensor platform’s location is obtained from bilateration
with respect to the first and second sensor platform resulting
in s3 = (x3 , y3 , 0)> . The fourth sensor platform’s location

is obtained from trilateration with respect to the first three
sensor platforms resulting in s4 = (x4 , y4 , z4 )> . This process
is also illustrated in Fig. 2. Bilateration and trilateration are
simplifications of general trilateration for which formulas are
provided in Appendix A. Whenever we perform linear trilateration in this work, we use the fused distance measurements
fk,l instead of the separate measurements dk,l and dl,k .
After a seed is created, we perform certain checks to see
if the 4 obtained locations form a geometrically stable basis
(ideally the 4 sensor platforms should form a tetrahedron). If
the basis is not geometrically stable, or if no new platforms
can be added to the seed, we try another set of 4 sensor
platforms. If, after having tried ten geometrically stable
seeds, no new platforms can be added to the seed, the
localization terminates.
It is important to consider that, due to the fact that a
basis has be created, the localization can only be performed
up to a global rotation and reflection ambiguity. This is
direct consequence of the fact that our sensor platforms
perform range-only measurements and that we do not use any
form of beacons that can provide an external 3-D reference
coordinate system.
C. Graph growing with RANSAC
Once we have a seed, the task is to add new sensor
platforms and thereby grow the pose graph. As range
measurements can be outliers, this needs to be performed
robustly. We therefore apply the random sample consensus
(RANSAC) paradigm [4], which has been successfully used
within many different applications.
We do this in the following manner. An unreconstructed
sensor platform sl is selected at random that observes at
least 4 already reconstructed sensor platforms. From all
its fused range measurements to the reconstructed sensor
platform, we randomly select 3. On basis of these measurements we perform general trilateration (see Appendix
A) to obtain a hypothesis for the location of this sensor
platform up to a local plane reflection ambiguity. We then
use all other fused measurements of this sensor platform to
already reconstructed sensor platforms, to resolve the plane
reflection ambiguity and to measure how many of these
measurements agree with the location hypothesis, i.e. how
many are inlier measurements assuming the hypothesis is
correct. Determining whether or not a measurement fk,l is
an inlier is performed with
1
2
(fk,l − hl,k )2 < α(hk,l 2 σm
+ σa2 ),
2

(8)

where hk,l is the hypothesized distance ksk −sl k between the
already reconstructed sk and the position hypothesis for sl .
This approach basically puts a statistically informed threshold on the difference between the hypothesized distances and
the actually measured distances.
This process of randomly selecting 3 measurements, estimating a hypothesis, and determining its inliers, is repeated
for several iterations. The hypothesis with the most inliers
is selected as the best solution. We however only add this
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solution to the pose graph, if the percentage of inliers versus
outliers is larger than 25 percent. After this, the complete
RANSAC process is repeated for another to-be-reconstructed
sensor platform.
The RANSAC approach described here can be extended
by incorporating contemporary improvements on the original
RANSAC algorithm. For an excellent overview and comparison of such improvements, we recommend [8].
D. Robust non-linear refinement
The trilateration methods used in RANSAC provide linear
estimates on basis of local data. This causes suboptimal
position estimates which translate to an error growth that gets
worse the farther away we get from the seed. At a certain
point, this error growth becomes so significant that no new
sensor platforms can be added, as the pose graph is no longer
in agreement with the actual measurements.
It is therefore crucial to regularly perform global pose
graph optimization, to reduce this harmful error build-up.
Robust maximum likelihood range-only pose graph optimization can be performed by minimizing the following objective
function
argmin=

X

s1 ,...,sn

dk,l ∈E

h(

(ksk − sl k − dl,k )2
(ksk − sl k − dk,l )2
)
+
h(
),
2
2
2 + σ2
2 + σ2
fk,l
fk,l
σm
σm
a
a
(9)

with h being the Huber robust cost function.
This robust summed squared error (sse) objective function takes into consideration the multiplicative and additive
Gaussian noise models of Sec. II-A. Note that the range
dependent multiplicative noise model is initialized on basis
2
and is not updated
of the fused range measurements fk,l
during optimization.
To solve this non-linear optimization task we have implemented extensions for the g2 o optimization package [5].
To prevent Gauge drift, the degrees of freedom of the 3D parameters of the seed must be restricted. We do this
by not optimizing with respect to s1 and s2 , by restricting
s3 ∈ (R, R+ , 0), and by restricting s4 ∈ (R, R, R+ ). For n
sensor platforms, the total degrees of freedom over which
we optimize is therefore 3(n − 2) − 1.
We run the global optimizer after each time that 10 new
sensor platforms have been added to the pose graph. We run
it for 10 iterations using the Levenberg-Marquardt optimizer
of g2 o.
To summarize, our sensor cloud localization approach
has three defense mechanisms against outlier measurements.
These are, consistency-based pre-processing, RANSACbased graph growing, and using a robust cost function during
non-linear optimization. A potential extension is using the
switchable constraints-based graph optimizer of [12].
IV. E XPERIMENTS
The goal of our experiments is to determine the level of
accuracy and robustness of the proposed localization algorithm with respect to the inlier-outlier measurement models
of Sec. II.

The environments that we target consist of pipe sections,
see Fig. 3. These environments are randomly generated
and are randomly filled with 2000 sensor platforms for
each experiment. The range measurements between sensor
platforms are obtained by using two approaches. The default
approach is using a fixed radius around each sensor platform
and to generate range measurements for all sensor platforms
within this radius. In the other approach, which we only use
for the first experiment, we generate range measurements
for each sensor platform to its j closest neighboring sensor
platforms.
The most important performance criteria that we use is
recall, i.e. the percentage of sensor platforms for which a 3-D
position is estimated. The secondary performance criteria is
accuracy, i.e. the average absolute difference between ground
truth sensor platform locations and estimated sensor platform
locations (i.e. mean absolute error). Note that in order to
compute accuracy, we need to resolve the global rotation and
reflection ambiguity between the estimated pose graph and
its ground truth. We do this by using a linear fit between the
3-D positions of the seeds and their ground truth locations.
All reported quantitative result are the averages over 10
experiments and 440 experiments are performed in total.
Depending on the percentage of outlier range measurements,
our mixed Matlab C++ implementation takes around 1 to 5
minutes in order to estimate the locations of 2000 sensor
platforms on a single core of a Core 2 Duo 2.53 GHz processor. This computation time can be lowered significantly,
by using a full C++ implementation.
A. Number of range measurements
An important aspect for graph-based localization is the
connectivity of the graph. When using range-only measurements, each node needs to be connected to at least 4
other non co-planar nodes, in order to uniquely determine
its 3-D position. To guarantee at least 4 workable range
measurements, sensor platforms need to perform a certain
number of range measurements r which is larger than 4.
This is because before deployment, it is not known which
sensor platforms will come in the vicinity of each other.
Here we determine this number of measurements r that
is required to guarantee a recall of 100 percent. In this
experiment, the multiplicative noise component is modeled with Nm (0, 0.01) and the additive component with
Na (0, 0.067 m2 ) and no outliers are generated. This relates
to a signal to noise ratio of 40 dB.
From the results shown in Fig. 5.a it can be observed that
sensor platforms need to perform range measurements to at
least 20 other sensor platforms, in order to reach a recall
of 100 percent. When using less than 20 measurements the
recall drops significantly. Although this number can vary for
different applications, depending on the density of sensor
platforms in the medium, knowing this number r is important
to interpret the results of successive experiments in which we
do use outlier measurement models.
For all successive experiments, unless stated otherwise,
we use a fixed radius when generating range measurements.
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Fig. 3. Examples of randomly generated pipe infrastructure data sets consisting of 2000 sensor platforms. The average dimensions of these data sets is
30×30×30 meter.
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Before we discuss the quantitative results, we first put
emphasis on our qualitative results presented in Fig. 4.
These figures depict reconstructions obtained at the different
signal to noise ratios and make our quantitative results better
interpretable. It can for instance be seen that a signal to
noise ratio of 40 dB results in a satisfactory reconstruction.
For a signal to noise ratio of 30 dB, the precision of the
reconstruction drops but the shape of the pipe infrastructure
is still clearly perceivable. In case of a signal to noise ratio
of 20 dB, the reconstruction is unsatisfactory.
Relating this to our quantitative results presented in
Fig. 5.b, we conclude that an mean absolute error between
0 m and 2 m relates to a satisfactory reconstruction. Furthermore, the recall for this experiment is 100 percent. This
knowledge is important for the interpretation of the results
of experiments that use outlier noise models.
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Fig. 5. Results of experiments involving Gaussian inlier measurement
noise. Number of inlier measurements (a), additive noise (b), multiplicative
noise (c), and combined noise (d). See Sec. IV-A, IV-B, IV-C, and IV-D for
more detail.

This radius is set to 1.25 m, in order to guarantee that every
sensor platform can measure the distance to at least 20 other
neighboring sensor platforms.
B. Additive inlier range measurement noise
In this experiment we study the effect of inaccuracies in
the timing of the ultrasound time-of-flight measurements.
These inaccuracies cause additive Gaussian range measurement noise (see Sec. II-A). We measure the impact of signal
to noise ratios of 60, 40, 30, and 20 dB on the accuracy and
on the recall of the reconstruction.

C. Multiplicative inlier range measurement noise
In this experiment we study the effect of imperfect knowledge of the speed of the ultrasound signal through the
medium, which causes multiplicative range measurement
noise (see Sec. II-A).
When we compare the quantitative results of this experiment presented in Fig. 5.c with that of the previous
experiment presented in Fig. 5.b, we see that the reconstruction is more sensitive to multiplicative noise than to
additive noise. This can be explained from the fact that the
variance of the additive noise is constant with respect to
distance, whereas the variance of the multiplicative noise
increases with distance. This causes the effective signal to
noise ratio to be constant for multiplicative noise, whereas
for additive noise the signal to noise ratio is relatively
lower for short-range measurements and higher for longrange measurements. As long-range measurement provide
most stability to the localization task, additive noise has less
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of the multiplicative noise component. Again the recall for
this experiment is 100 percent.
From the experiments so far, we can conclude that when
sensor platforms can perform inlier range measurements to
20 of their neighbors at a signal to noise ratio of 40 dB,
then satisfactory reconstruction of the 2000 sensor platform
locations is achieved.

mean
σ

80

mean
σ

4
3
2
1
0

20

40
60
Outlier percentage

80

(h)

Fig. 6. Results of experiments involving outlier measurement noise, see
Sec. IV-E, IV-F, and IV-G for more detail.

negative impact on the accuracy than multiplicative noise
has.
It can also be observed in Fig. 5.c that a signal to noise
ratio of 40 dB assures that the mean absolute error of the
reconstruction is below 2 m and is satisfactory. For this
experiment the recall is also 100 percent.
D. Combined inlier range measurement noise
In this experiment we study the effect of combined additive noise and multiplicative noise components. The results
are depicted in Fig. 5.d, and show that the accuracy is in
between that of only simulating additive noise and only
simulating multiplicative. This is because for the same level
of signal to noise ratio, there is relatively fewer contribution

Until now, we have only considered Gaussian inlier range
measurement noise. In this experiment we make our simulations more realistic by also simulating the effect of multipath and occlusion on the range measurements. We do this
by adding perturbations that are uniformly sampled from the
interval [−50, 50] to the range measurements (see Sec. II-A).
We do this such that 20, 30, 40, 50, 60, and 70 percent of
the range measurements is an outlier.
For all outlier experiments, the multiplicative noise component is modeled with N (0, 0.01) and the additive component with N (0, 0.067 m2 ). This relates to a signal to noise
ratio of 40 dB for the inlier components only. For this
experiment, the sensing radius is increased to 5 m such that
every sensor platform can measure the distance to at least 100
neighboring sensor platforms. We do this such that even for
high outlier percentages, enough inlier range measurements
are available (an alternative would be to increase the density
of the sensor platforms in the medium and keep the radius
fixed).
The results of this experiment are depicted Fig. 6.a and
6.b. It can be seen that the proposed algorithm is robust up to
60 percent outliers. At an outlier percentage of 70, the recall
starts to drop. For all outlier percentages, the mean absolute
error of reconstructed sensor platform locations is well below
2 m and constant. This shows that the proposed algorithm is
robust up to 60 percent of outlier range measurement noise.
F. Outlier identification noise
Another type of outliers are identification outliers, which
are caused by communication errors between sensor platforms (see Sec. II-B). Here we experiment with 20, 30, 40,
50, 60, and 70 percent of identification outliers and again
use a sensing radius of 5 m.
The results of this experiment are depicted in Fig. 6.c and
6.d. The obtained results are similar to that of outlier range
measurement noise, but now the recall starts to drop at 60
percent outliers. Again the mean absolute error is well below
2 m and constant. This shows that identification outliers are
slightly more challenging than range measurement outliers,
but that satisfactory recall and accuracy is nevertheless
obtained.
G. Combined outlier noise
In this experiment we combine both types of outliers
giving the most realistic simulation. The type of outliers are
evenly distributed such 20, 30, 40, 50, 60, and 70 percent of
the measurements are either range outliers, or identification
outliers, or both. We now experiment with using a sensing
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radius of 5 m, see Fig. 6.e and 6.f, and with using a sensing
radius of 2.25 m, see Fig. 6.g and 6.h. A radius of 2.25 m
assures that each sensor platform can measure distances to
at least 40 other neighboring sensor platforms.
For a sensing radius of 5 m, we observe a satisfactory
recall and accuracy up to 60 percent outliers. When using
a sensing radius of 2.25 m, we observe a satisfactory recall
and accuracy up to 50 percent outliers.

using general trilateration. The first step is to compute the
local basis
s3 − s1 − ie1
s2 − s1
, e2 =
, e3 = e1 ×e2 , (10)
e1 =
ks2 − s1 k
ks3 − s1 k − ie1
with i = e1 · (s3 − s1 ). Given d = ke2 − e1 k and j =
e2 · (s3 − s1 ), the coordinates of the fourth point on the local
basis {e1 , e2 , e3 }, can then be computed with
d21,4 − d22,4 + d2
,
2d
d21,4 − d23,4 + i2 + j 2
i
y=
− x,
2j
j
x=

V. D ISCUSSION AND FUTURE WORK
The experiments show that the presented reconstruction
algorithm is able to robustly perform 3-D localization of
large numbers of sensor platforms in sensor clouds. It
successfully distinguishes inlier from outlier measurements
and only uses inliers for pose-graph optimization.
Given the fact that our localization algorithm can be
improved when needed, e.g. by using a more advanced
RANSAC strategy or by using parallel reconstruction on basis of multiple seeds, we believe it can be used in challenging
realistic circumstances.
The key to successful performance is the availability of
sufficient inlier range measurements. Our experiment show
that (for our datasets) a minimum of 20 inlier measurements
is required. The challenge for our future hardware development is therefore to develop miniaturized sensor platforms
that can guarantee a sufficient number of inlier measurements
under realistic circumstances.
We observe that range measurement outliers, due to e.g.
multi-path and occlusions, are unavoidable, as they are a
direct result of the physical principles of ultrasound ranging.
The outliers due to ID communication mismatch can be
avoided, by using more advanced multiplexing and modulation techniques than we initially used in [3]. Therefore,
it is in this direction where we focus our future hardware
development efforts.
VI. C ONCLUSIONS
We presented a novel localization algorithm that can
efficiently and robustly estimate the 3-D positions of several
thousand sensor platforms in a sensor cloud. It does this on
basis of ultrasound range-only measurements between sensor
platforms and it does not require the use of beacons, anchor
nodes or any other form of a priori known 3-D information.
This makes our algorithm well suited for subterranean 3-D
mapping of difficult-to-access liquid environments.
Our novel algorithm is successfully tested using simulations on basis of inlier-outlier measurement models and
it is shown that our novel RANSAC-based graph growing
strategy can reliably reject outlier measurements from posegraph optimization.
A PPENDIX A: G ENERAL TRILATERATION
Let s1 , s2 , s3 be 3-D points and let d1,4 , d2,4 , d3,4 be
distances between these 3 points and a fourth point for which
we want estimate its 3-D position. We can do this up to a
plane (spanned by s1 , s2 , and s3 ) reflection ambiguity, by

and
z=±

q

d21,4 − x2 − y 2 .

(11)
(12)
(13)

Finally, these coordinates can be expressed in the global
coordinate system with
s4 = s1 + x e1 + y e2 ± z e3 .

(14)
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